
Introduction to Agentic AI

-- DRL for Agentic AI

Instructor: Guangjing Wang
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Last Lecture

• Reinforcement Learning

• Policy-based and Value-based Methods

• Monte Carlo and Temporal Difference Learning

• Q-learning
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This Lecture

• Deep Q-learning

• Policy Gradient

• Actor-Critic Method

• Proximal Policy Optimization
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Recap: Value-based and Policy-based methods

• Value-based method:
• The idea is that an optimal value function leads to an optimal policy 𝜋∗.

• The objective is to minimize the loss between the predicted and target 
value to approximate the true action-value function.

• The policy is implicit. For instance, in Q-Learning, we used an epsilon-
greedy policy.

• Policy-based method:
• Directly learn to approximate 𝜋∗ without having to learn a value function.
• The idea is to parameterize the policy. For instance, using a neural 

network 𝜋𝜃 , this policy will output a probability distribution over actions 
(stochastic policy).
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Recap: Q-Learning Algorithm
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Limitations of Q-learning

• Q-learning works for small state and action spaces that can be 
represented efficiently by arrays and tables
• Not Scalable

• Atari game environments have an observation space with an 
image shape of (210, 160, 3), containing values ranging from 0 to 
255, so that gives us 256210×160×3 = 256100800 possible 
observations
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Deep Q-learning
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• As input, we take a stack of 4 frames passed through the neural network as a 
state and output a vector of Q-values for each possible action at that state. 

• Then, like with Q-Learning, we just need to use our epsilon-greedy policy to 
select which action to take.

• During training, our Deep Q-Network agent will associate a situation with the 
appropriate action and learn to play the game well.



Input Pre-processing in Deep Q-Learning

• Reducing the complexity of state to reduce the computation time.
• Reducing the state space from 210x160 to 84x84 and grayscale it
• Why? Colors in Atari environments don’t add important information.

• Stack four frames together
• Helping us handle the problem of temporal limitation.
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Deep Q-learning Algorithm
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• A loss function that compares Q-value prediction and the Q-target and uses 
gradient descent to update the weights of the Deep Q-Network to 
approximate the Q-values better.



Deep Q-learning Training
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Policy Gradient

• Deep Q-Learning: value-based deep reinforcement learning 
algorithm, we used a deep neural network to approximate the 
different Q-values for each possible action at a state.

• Policy-based methods optimize the policy directly without having 
an intermediate step of learning a value function.
• A subset of these methods called policy gradient;
• Policy gradient uses a neural network 𝜋𝜃 , this policy will output a 

probability distribution over actions (stochastic policy), without having to 
learn a value function
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Policy and Policy-gradient Methods

• In policy-based methods, we search directly for the optimal 
policy. 
• We can optimize the parameter 𝜃 indirectly by maximizing the local 

approximation of the objective function with techniques like hill 
climbing, simulated annealing, or evolution strategies.

• In policy-gradient methods, we also search directly for the 
optimal policy. 
• We optimize the parameter 𝜃 directly by performing the gradient 

ascent on the performance of the objective function 𝐽 𝜃 .

3/27/2026 Introduction to Agentic AI 12



Parameterized Stochastic Policy
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Policy Gradient

• If we win the episode, we consider that each action taken was 
good and must be more sampled in the future since they lead to 
win. Or decrease if we lost.
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The Objective Function for Optimization
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https://huggingface.co/learn/deep-rl-course/unit4/policy-gradient



The Return in Objective Function

• The return 𝑅 𝜏 is calculated using a Monte-Carlo sampling. 
• We collect a trajectory and calculate the discounted return, and use this 

score to increase or decrease the probability of every action taken in that 
trajectory.

• Unbiased: we are not estimating the return, and we use only the true return.
• Given the stochasticity of the environment (random events during 

an episode) and stochasticity of the policy, trajectories can lead to 
different returns, which can lead to high variance. 
• The same starting state can lead to very different returns.
• The solution is to mitigate the variance by using a large number of 

trajectories, hoping that the variance introduced in any one trajectory 
will be reduced in aggregate.
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Reformulate the Objective Function
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Check the Policy Gradient Theorem: 
https://huggingface.co/learn/deep-rl-course/unit4/pg-theorem



The Pros and Cons of Policy Gradient Methods
• Pros:

• Policy-gradient methods can learn a stochastic policy.
• Natural exploration; Break the tie;

• Policy-gradient methods are more effective in high-
dimensional action spaces and continuous actions spaces

• Cons:
• Policy-gradient methods may converge to a local maximum 

instead of a global optimum.
• Policy-gradient goes slower: it can take longer to train 

(inefficient).
• Policy-gradient can have high variance (noise/inconsistency).
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Reinforcement Learning for Agents
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https://www.youtube.com/watch?v=JIsgyk0Paic



Actor-Critic Method

• Actor-Critic methods, a hybrid architecture combining value-
based and Policy-Based methods that helps to stabilize the 
training by reducing the variance using:
• An Actor that controls how our agent behaves (Policy-Based method)
• A Critic that measures how good the taken action is (Value-Based 

method)
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Actor-Critic Method (Cont’d)

With Actor-Critic methods, there are two function approximations 
(two neural networks):

• Actor, a policy function parameterized by theta: 𝜋𝜃 𝑠

• Critic, a value function parameterized by w: ො𝑞𝑤 𝑠 𝑎
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• Pass state St into Actor 
and Critic

• The Actor (Policy) 
Outputs an action At



Actor-Critic Method (Cont’d)
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• The Critic (Value Function) takes that action and state as input 
to compute the value of taking that action at that state: the Q-value.

• The action 𝐴𝑡 performed in the environment outputs a new 
state 𝑆𝑡+1 and a reward 𝑅𝑡+1.



Actor-Critic Method (Cont’d)

• The Actor updates its policy parameters using the value.

• The Actor produces the next action to take at 𝐴𝑡+1 given the new 
state 𝑆𝑡+1. The Critic then updates its value parameters.
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Adding Advantage in Actor-Critic (A2C)

• Using the Advantage function as Critic instead of the Action value 
function.

• The Advantage function calculates the relative advantage of an 
action compared to the others possible at a state.
• How taking that action at a state is better compared to the average value 

of the state
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Proximal Policy Optimization (PPO)

• We use a ratio that indicates the difference 
between our current and old policy and clip 
this ratio to a specific range [1−ϵ,1+ϵ].
• Improving our agent’s training stability by avoiding 

policy updates that are too large.

• A too-big step in a policy update can result in 
falling “off the cliff” (getting a bad policy) and 
taking a long time or even having no possibility 
to recover.
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PPO’s Objective Function and Clipped Surrogate 
Objective Function
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The probability of taking action 𝑎𝑡 at 
state 𝑠𝑡 in the current policy, divided 
by the same for the previous policy.



Other Opinions about Reinforcement Learning
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https://www.youtube.com/watch?v=36OBX5lQjGc (Oct. 18, 2025)

https://www.youtube.com/watch?v=36OBX5lQjGc


References

• https://huggingface.co/learn/deep-rl-course/
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